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Motivation and Goals

Despite the remarkable capabilities of large language models (LLMs) such as GPT-5, Gemini,
or Claude, their black-box nature often raises concerns about trustworthiness, and their use in
enterprise data analysis remains challenging. Explainable Al (XAl) research shows that
explanations can improve transparency and trust. In enterprise analytics, however, LLMs often
lack domain-specific knowledge about schemas, business concepts, and relationships across
tables, and they provide limited transparency regarding how answers are derived. Knowledge
Graphs (KGs) can address this gap by explicitly modeling nodes and relationships, thereby
providing structured context that LLMs can use for more reliable reasoning and more traceable
explanations. Research indicates that representing enterprise SQL databases as graphs can
significantly improve question-answering accuracy compared to relying on the SQL schema
alone (Sequeda et al., 2024). Therefore, by enhancing LLM-based assistants with a knowledge
graph layer, it may be possible to enrich context for query generation and answer quality,
provide clearer and more structured explanations, or suggest meaningful follow-up questions.

The goal of this thesis is to develop or extend an existing LLM-based data analysis assistant
by designing and implementing a KG-enhanced architecture that integrates graph-based
reasoning into the assistant’s workflow. A basic LLM data assistant prototype is available, and
the code can be provided to the student as a starting point. The overall development process
should follow the design science research approach (Hevner et al., 2004) and include a small-
scale evaluation of the prototype, e.g., with fellow students.

Required Skills

e Strong interest in (generative) Al and LLMs
e Good English language skills
e Basic programming skills (e.g., Python)
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